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VIRTUALIZATION 

 It is a method of running several Operating systems to utilize the maximum 

capability of CPU. The advantage of virtualization administrative maintains 

overheads are less.  

 Today’s x86 computer hardware was designed to run a single operating 

system and a single application, leaving most machines vastly underutilized. 

Virtualization lets you run multiple virtual machines on a single physical machine, 

with each virtual machine sharing the resources of that one physical computer 

across multiple environments. Different virtual machines can run different 

operating systems and multiple applications on the same physical computer. 

 

Type of Virtualization  

1) Hardware Virtualization   

2) Desktop Virtualization  

3) Software Virtualization  

 

Hardware Virtualization  

 In hardware virtualization, the host machine is the actual machine on which 

the virtualization takes place, and the guest machine is the virtual machine. 

 We need a firmware for the communication to happen between hardware and 

Guest system. This is firmware is known as HYPERVISOR. 

 Hypervisor emulates the hardware (RAM, Network and Storage) to guest 

system, where the guest seems to be running on independent hardware.  

 

 

 

 

 

 



4 
 

Types of Hardware Virtualization 

1) Full Virtualization 

This kind of Virtualization is used to provide a particular environment to the 

Guest system, like complete simulation of underlying hardware. Hypervisor 

simulates the following thing to guest system 

a) Full Instruction Set  b)  I/O operation c) Interrupts  d) Memory access  

The simulation will be available to all virtual machine running guest.  

 

 

2) Partial Virtualization  

Only few feature of hardware are emulated to the new guest system, Like 

Address Space Virtualization, where each user will have his own user space. 

We need address relocation hardware for this type of virtualization.  

Example for understanding: 

Example of Physical server with extra Video graphic card. If we are running 

three virtual machines, and two are given full hardware emulation and the 

third VM is not given the hardware emulation of Video Graphic Card. We can 

say the third VM is in partial virtualization state. 

  

3) Para virtualization  

 

This kind of Para-virtualization is used to increase the efficiency of Hardware.  

Here we have the ability to Scale the hardware usage.  

 

And in full virtualization we have to emulate the hardware as it is. But here we 

can maximize the hardware usage.  All the high performance is available at a 

certain cost, i.e. flexibility and security. Flexibility is compromised because we 

need to modify the guest operating system, which makes us helpless when we 

are in urgent need of the open system.  

 

And we lose the security because we have an operating system which is very 

much close to the hardware, and if the security of the base system is 

compromised then it will in turn affect the guest system.  
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Basics of Virtualization  

Virtual Memory Technology: This lets the system with less physical memory to look 

much larger to the application software.  

 This is done by OS stores the full memory image of the application and data in 

the hard dive.  And transfers the required pieces of the image into the system 

DRAM memory as it executes. 

 To translate from the virtual address to the actual physical address the system 

relies on a map PAGE TABLE that contains a reference linking the chunk of VT 

memory to physical memory. 

 Contemporary X86 processor includes a hardware feature TLB (Translation 

Lookaside Buffer) that acts like a cache for recently accessed chunks of 

memory.  TLB translation can affect the performance of the system.  

 In a multitasking system TLB’s needs to be flushed each time a new task 

switch. The flushing of TLB’s takes lot of CPU processing speed.  

 To overcome the flushing of task, Task ID was given to each task. And 

processor use to refer to task ID while switching from one task to the other. 

Because of Task ID we need not flush the TLB’s.  

 

 

VMware ESXi Architecture 

Functionally ESXi is equivalent to ESX. It supports the entire VMware Virtual Machine 

File System, Virtual SMP, Virtual Center, vMotion, VMware Distributed Resource 

Scheduler, VMware high Availability, VM ware Update manager and VMware 

Consolidated backup. 

The VMware ESXi Architecture consists of an underline operating system VMkernel and 

various processes run on the kernel. It provides means to run all the application, 

Virtual Machines and the agents. It has control of all the hardware and it manages all 

the resources for the application. 
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File System  

VMkernel uses a simple in-memory file system to hold the ESXi configuration files, log 

files and stages patches. The structure of the file system is same as that as used in 

the service console found in the ESX. This file system is independent of the VMware 

File System used to store virtual machines. 

Because the in-memory file system does not persist when the power is shut down, log 

files do not survive a reboot. ESXi has the ability to configure a remote syslog server 

enabling you to save all log information on an external system. 

 

 

User World 

The term "User World" refers to a process running in the VMkernel OS. The user world 

environment which runs is limited compared to what would be found in a general 

purpose POSIX compliant operating system such as Linux. 

It is only responsible to provide an arbitrary framework for process that need to run in 

the hypervisor environment. Several important processes run on the VMkernel  

 

Direct Control User Interface (DCUI):  

 Low level configuration and management interface for initial configuration 

accessible through the console of the server.  
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It is used to configure 

 Administrative Password 

 Configure networking if not done by DHCP. 

 Perform simple network tests 

 View logs 

 Restart agents 

 Restore defaults 

 

The Virtual Machine monitor:  

 Execution environment and a helper process VMX and VMM. 

 

Agents: 

 Enables high level infrastructure management from Remote Applications. 

 

Common Information Model (CIM): 

 This interface enables hardware level management from remote applications 

via a set of standards. 

VMkernel developed by VMware provides certain functionality similar to other 

operating systems like process creating, process control, file system and process 

threads. 

VMkernel discovers devices and selects appropriate drivers for them. It also discovers 

local disk drives and if they are empty then it formats them so they can be used to 

store virtual machines 

 

Resource Allocation 

 

Allocation of Memory for a virtual environment in olden days  

 One Guest OS is unaware of the other, the task running in one VM and task 

running on other VM can assign same task ID. Leading the process to be in a 
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confused state.  The only solution for this was to flush the TLB’s when it 

shifted from one VM to the other.  

 The above method forces the VM to load its pages to TLB, which in turn affects 

the performance of the system.  

 

New Method of allocating the memory by AMD.  

  AMD added a VM specific tag known as ADDESS SPACE IDENTIFIER (ASID) to 

their TLB’s in their AMD virtualization equipped processor.  This is known as 

TAGGED TLB.  

 Each VM will have a unique ASID which is knows only to Hypervisor and TLB 

hardware.  The ASID is invisible to the other VM’s leaving the guest not to 

modify the TLB. 
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NOTE: Till now we are in translation of the Virtual memory to TLB, but how 

does TLB to Physical Memory mapping happen?  

 

 Guest thinks Virtual Memory is the actual memory leading to the control. But 

still the question remains as to how the mapping of the virtual memory to the 

physical memory happens. The answer for that lies in  

 

 

SHADOW PAGE TABLES  

 This is the linking software between Guest Physical Memory (still a virtual, 

linked with TLB) and Host Physical memory (Actual Memory). 

This process occurs with the help of software, which in turn leads to weaken 

the performance of system.  

 

All Round Solution  

Virtualized Page Tables: 

 VPT are directly embedded into CPU.  

 VPT translates all the information from Virtual memory to guest physical 

memory to host physical memory.  

 The CPU architect also created Guest TLB where these pages are stored. Which 

in turn gives the high performance to VM’s similar to single machine.  

 

Resource Management for ESXi 

 

Memory Allocation  

 When a new VM is to be created it is given the full memory as of host. If 

available from the resource pool, then it is allocated directly. Memory which is 

not available and allocated this is handled by a technique called BALOONING or 

SWAPPING. 
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 Reclamation Of Memory 

o Balloon Driver (VMMEMCTL) 

 This driver is loaded into the Guest Operation system which is 

running in the VM.  

 VMMEMCTL driver with ESXi host together decides and reclaims 

the page which are not valuable by the guest OS.  

 This in turn will cause increase memory or decrease pressure on 

the Guest OS causing to call its native memory management 

technique. 

 Sufficient swap space should be given for each VM.  

   

 

 When CPU resource is in complete use, the ESXi host does a technique called 

TIME-SLICE to make the VM feel it has its own core processor. 

Virtual Machine Attributes (SHARE, RESERVATION & LIMIT) 

 

 

 



11 
 

 SHARE 

o This is used to define the priority of the VM among other VM’s. More the 

share value it has, high resource availability.  

o By Default we have three Shares  

1) HIGH  

2) NORMAL 

3) LOW  

 Each share have specific defined value i.e. 

o High – 2000 Shares per virtual CPU and 20 Share per MB of Virtual 

Machine Memory. 

o Normal – 1000 Shares per virtual CPU and 10 shares per MB of Virtual 

machine memory  

o Low - 500 Shares per virtual CPU and 5 shares per MB of Virtual machine 

memory. 

 SMP 

o VM with more than one Virtual CPU are called SMP (Symmetric 

Multiprocessing) VM. 

 Reservation  

o  This specifies the guaranteed reservation for a virtual machine. The 

server will switch on the VM only if the CPU and memory reservation is 

available.  

 Limit 

o This is the maximum resources which can be allocated to a VM. Even if 

the resources are idle it cannot be allocated more than the limit.  

 

Admission Control 

 This looks at the available unreserved CPU and memory before a VM is started. 

If the reserved resources are not able to be allocated to the machine then it is 

not power on. Giving an error of less memory.  All this activity is done by 

Admission Control.  

 

Resource Pool  

 Instead of allocation resource to particular machine of a department, we can 

create a resource pool for each department and VM’s inside the pool. Each 

having its own resource allocation but within the allocated pool.  
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Expandable Reservation   

 

 

Memory Over commitment 

 Because of ESXi memory management technique, we can have VM having more 

memory than the host.  

Memory Sharing  

 ESXi has a special proprietary page-sharing technique which helps in 

eliminating redundant copies of memory pages.  

 This feature is used when we have VM’s of same Guest OS running in different 

VM but on the same physical host. This eliminates multiple copies of same 

process running on different VM.  This is how memory sharing happens.  

 



13 
 

 

 

 

NETWORK RESOURCE MANAGEMENT 

 

 A virtual network is a network of virtual machines running on a single physical 

machine that are connected logically to each other so that they can send data to and 

receive data from each other. VM's can be connected to the virtual networks that you 

can create when you add a network. 

 

A physical Ethernet switch manages the network traffic between machines on the 

physical network. A switch has multiple ports each of which can be connected to a 

single machine or some other physical Ethernet switch. 
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A vSphere standard switch works like a standard switch. It detects which virtual 

machines are logically connected to each of its virtual ports and uses that same 

information to forward traffic to the correct virtual machines. A vSphere standard 

switch can be connected to a physical switch by using a physical Ethernet adapter, 

also referred to as uplink adapter, to join virtual networks with physical networks. 

Although the vSphere standard switch is similar to a physical Ethernet switch it does 

not have some advanced functionality of a physical switch. 

 

VSphere Distributed Switch(VDS) 

The vSphere Distributed Switch simplifies virtual machine networking by enabling you 

to set up virtual machine networking for your entire datacenter from a centralized 

interface. 

vSphere's Distributed Switch spans many vSphere hosts and aggregates networking to a 

centralized cluster level. The Distributed Switch abstracts configuration of individual 

virtual switches and enables centralized provisioning, administration and monitoring 

through VMware vCenter Server. 

It is a simple virtual machine network configuration tool, with enhanced network 

monitoring and troubleshooting capabilities. It also supports advanced vSphere 

networking features. 

vSphere Distributed Switch allows to make a virtual networks. It can broken down into 

two logical sections Data Plane and Management Plane. 

The Data Plane is responsible for the actual Packet Switching, filtering and tagging 

etc. while the Management plane is responsible for the controlling of the data plane, 

the actual configuration and functionality of VDS. The VSphere Standard Switch 

contains Data Plane and Management Plane are present on each standard switch.  

The VSphere Distributed Switch eased the management burden of per host virtual 

switch by treating the network as a aggregated resource. All virtual switch is 

abstracted to a single VDS that spans multiple hosts at a Datacenter level. 

Each VCenter instance supports 128 VDS and each VDS can support upto 500 hosts a 

total of around 64000 hosts. 
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Network: 

You can create abstract network devices called vSphere Standard switches. A 

standard switch can route traffic internally between virtual machines and link to 

external networks. 

A standard switch can be used to combine network connection between 2 network 

adapters and also can configure standard switch to handle a physical NIC. 

A vSphere standard switch can be used to configure a particular port group specifies 

that particular port configuration such as bandwidth limitation and VLAN tagging for 

each member port. 

 

Bibliography for ESXi 

VMware ESXI Admin Guide 5.01 

VMware vSphere CPU Allocation Guide 

vSphere Evaluation Guide 

Virtualization for Dummies 

Network Segmentation in Virtualized Environments 

http://www.kernelthread.com/publications/virtualization/ 
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Citrix XenServer 

 

Introduction 

It Is a free virtualization platform based on the open-source Xen Hypervisor.  It 
includes XenCenter, a multi-server Management Console which includes Virtual 
Machine templates, snapshots, shared storage support. Resource pool and XenMotion 
live migration. In addition, advanced management capabilities in essential for 
XenServer product line.  

Citrix XenServer is a bare metal (type 1 Hypervisor) technology. Hypervisor is a 
software / firmware which is installed directly into physical machine/server without 
requiring a host operating system. XenServer uses a combination of para-virtualization 
and hardware-assisted virtualization that allows guest operating systems to be fully 
aware that it is running on virtual hardware.  

Para-virtualization is a technique in which hypervisor or virtualization software (host 
machine) provides a software interface to guest machines, which is similar but not 
identical to that of underlying hardware. 

Hardware-Assisted Virtualization is also known as Platform Virtualization, it is full 
virtualization using compatible hardware. Full virtualization is used to simulate a 
complete hardware environment. In this environment operating systems use same 
instructions sets as it is in actual hardware.  

In XenServer all virtual machines are interacting with hardware are managed by 
Domain 0, called as "DOM 0" which itself is a special privileged virtual machine 
running on hypervisor.  

Domain 0 is a hardened optimized instance of Linux. Domain 0 uses standard open-
source Linux drivers which gives a broad hardware support and because of this design 
XenServer can run on laptop and workstations.  
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XenServer Architecture:  

 

 

Network 

XenServer has an internal virtual switch. This switch acts as a physical switch to 
virtual machines. Virtual switch is linked to physical NICs, so physical network and 
logical networks are connected together. This switch is regular L2 switch. Every VM 
will have a virtual NIC to connect to virtual switch. 

Storage 

Storage architecture of XenServer 

 

 

 

 

 



18 
 

 

In XenServer Virtual Machines behave like real machines with locally attached disks. 
In reality the XenServer host machine allocates a chunk of disk space to VMs  through 
Control Domain (Domain 0).  Xen hypervisor does not communicate with real network 
and storage, Domain 0 communicates with the real network and storage.  Domain 0 is 
a Linux system with some extra privileges to it, Domain 0 mounts these physical 
Drives or Physical disks using 'mount' command.   

For guest machines (VM) the device drivers, which are provided in XenServer tools 
installation are used to communicate with Storage. These drivers are designed to 
communicate with the hypervisor, which in turn communicates with Domain 0. The 
guest device drivers uses shared circular buffer to communicate with hypervisor. This 
technique is known as Split Driver Model, where back end of driver is in Domain 0 and 
front end in  guest.  

 

   

XenServer uses Storage Repository(SR) to describe a particular storage target in 
which Virtual Disk Images are stored.  SR has built in support for IDE, SATA, iSCSI, NAS 
and SAS.   

Each XenServer can host multiple SR. SR can be shared between hosts. Shared storage 
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facilitates shared SRs, and is available to more than one XenServer host. If the SR is 
shared, a VDI can be started on any XenServer host in a resource pool that can access 
that SR.  

The SR format or type will depend on the physical storage and administrator, which 
can be specified during creation of SR.  

PBD – Physical  Block Device is what describes the SR. VDI - Virtual Disk images is a 
piece of an SR, that can be plugged into XenServer VMs. The format of the VDI 
depends on the type of SR it is contains.  VBD – virtual Block Device describes the VDI 
for plugging that VDI to VM. 

Storage Attributes 

1. Shared – This means storage is based on SAN or NFS, so it can be inherently 
shared by multiple  XenServes in a pool. 

2. Sparse Allocation – This means VM VDI will take up space as required by VM. 
Eg. If for any VM  40GB is allocated and any operating system is installed of 20GB, 
VDI will be of 20GB size and as  Data is added in that VM it will increase accordingly, 
but it will not increase 40GB. 

3. Resizable VDI – Can change the size of VDI but The guest O/S should have the 
capabilities to  extend it into new size. 

4. Fast Cloning - Where a new VDI is created for a VM, but is in essence a pointer 
to an existing  VDI. Any blocks that are read from the new VDI will actually come 
from the old VDI, but any  changes to blocks or newly added blocks are put in the new 
VDI. This means a VM can be cloned  almost instantaneously because the space is 
allocated on an as-needed basis. For VHD types  (next section) of VDIs, this can 
lead to long chains if this process is repeated many times.  

Types of VDI 

1. VHD -  Is a Virtual Hard Disk used in Microsoft Virtual PC. These are flat files 
stored on an NFS SR  or a local storage external SR. The VHD format supports 
sparce allocation and fast cloning. It can  be shared when kept in NFS SR. VHD 
files can be chained so that two VDIs can share common  data. In case if a VM is 
cloned, cloned VM will have on-disk data at the time of cloning. This  feature 
allows NFS based VM clone quickly  from templates.  

2. LVM -  The Logical Volume Manager is used on a raw Block device, and a VDI 
ends up being a  Logical Volume (LV) in a Volume Group (VG). This format supports 
VDI resizing. It is also sharable  when the storage originates from a SAN. 
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Memory and CPU allocation in XenServer 

 XenServer uses para-virtualization, where virtualization of CPU, memory, and 

low level hardware interrupts are provided by a low level hypervisor layer. 

When the guest OS updates hardware data structures, such as page table, or 

initiates a DMA operation, it collaborates with hypervisor by making calls into 

an API that is offered by the hypervisor. This allows the hypervisor to keep 

track of all changes made by the OS and to optimally decide how to manage 

the state of the hardware data structures on context switches. The hypervisor 

is mapped into the address space of each guest OS, meaning there is no context 

switch overhead between OS and the hypervisor, So the hypervisor gains 

additional insight into the address space of each guest OS, which means that 

there is no context switching overhead between any OS and the hypervisor. 

 This gives and added advantage for the hypervisor to interact with the Guest 

OS, which in turn will help in performance of the Guest OS. In other terms its 

equally same telling the Guest is told that’s its working in a virtualized 

environment. 

 In recent innovation in virtualization is Hardware Virtualization, which supports 

virtualization of CPU and MEMORY and has the ability of bare-metal 

performance for the operating system that cannot use the XEN hyper call API to 

virtualized CPU and memory.  

 Support of hardware virtualization enables the xen hypervisor to virtualizes all 

OS “On bare metal”, but does not provide high performance I/O virtualization.  

 XenServer par virtualization into the guest OS device drivers. 
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XenServer Networking 

 

Basic Networking Architecture in XenServer Private Network 

 

 

 

 

  Each VM has its own Virtual NIC, connected to Virtual network managed by 

XenServer host:Domain Zero. 

 Networking in XenServer can be configured by the OS'es installed in the VM to 

achieve the networking affect of real world.  
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PIF & VIF  

 Physical Interface and Virtual Interface  

  

XenServer Internetworking 

 

 As we can see in the above diagram we can create two or more virtual network 

within XenServer . 
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 And the only way to achieve communication between two private network is to 

have a VM which has two VIF’s.  And routing protocol installed(XenServer 

tools). 

 

Naming Convention of XenServer for networking 

 

  

  

 Each VM have its own VIF, XenServer uses a special naming convention to 

identify each VM and its connection in the Virtual Switch.  

 Each VM names its Interface by VIF.Sequence number Zero.  

 VM1 will have interface (VIF1.0) inside the XenServer host.  

 Frames transmitted by VM1 on its virtual NIC will be received by VIF1.0. Any 

frames transmitted by VIF1.0 will be received by VM1. 

 Instead of RJ45 connector we have bus interface.  
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MAC Address Allocation  

  VM can assign its own MAC address by itself or Administrator can also assign.  

 When connection is made between External Network, the virtual switch will be 
take MAC address of PIF.  

 In internal network the Virtual Switch will be given a Unicast Address 
FF:FF:FF:FF:FF:FF 

 

Promiscuous Mode 

 In this mode it will process every frame on that network segment.  

 

VLAN’s in XenServer 

  Every distinct VLAN will get its own bridge.  

 PIF will have a dot separated name to include the VLAN tag number.  

 The bridge name will start with “xapi”,  

 NOTE:  It’s impossible to create an internal VLAN network.

 
  Considering the example of the above diagram, we have 8 VM on a single HOST 

XenServer.  

 Also three VLANs with tag number 565 and 400.  
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  The interface eth0.5, eth0.65 and eth0.400 are used to tag VLAN’s which will 
tag each frame with the appropriate VLAN number before they move out o PF.  

 The PF should be connected to VLAN trunk which understands VLAN 
encapsulation. Because each frame leaving the Virtual network will be tagged.  

NOTE:  XenServer will handle all the tagging and untagging work. Any frame sent to 
the guest, which are a part of VLAN will even so remain untagged.  

 

XenMotion 

 This is used to move/migrate a live running VM from one host to another.  

 With few pre-requisites we can do this.  
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